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Abstract

The demand for believable behavior in computer games has driven
the research in artificial intelligence to improve character’s behavior
in games. However, little has been done to improve the collective
behavior in partially observable, dynamic, and stochastic environ-
ments. In this work, teams of agents are developed, based on Joint
Intentions, for environments with such features as the game Unreal
Tournament 2004. Because of some limitations of existing tools,
we introduce a new proxy-based tool to help agents to be a team-
mate. Experiments have shown that it is feasible to use a distributed
approach and the advantages of our tool face to Machinetta.
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1 Introduction

In computer games, the demand for believable behavior has grown,
in order to decrease the distance to the human behavior [de Byl
2004]. However, the importance given to behavioral aspects is usu-
ally less than the importance given to graphic aspects. When the
subject is team-based games the situation is worst, because bots do
not assume coherent roles inside the team. Thus, although there
is progress on individual behavior, little has been done for social
behavior.

Some team-based games, such as sport games, seem to use team-
work1, but in reality they use a centralized solution that access the
full knowledge about the state of the entities. Thus, a soccer game
does not need a multi-agent coordination to perform a team move,
because all bots have a centralized control. This centralized solu-
tion also allows bots to cheat the human, using knowledge about
hidden state. It makes the game development easier but the result
are games less believable.

The immediate advantages for distributed control of bots are the
new possibility of gameplay and the load balance of bots compu-
tation. The intuition leads to belief that with more computation
power it becomes easier to develop more believable behavior. This
model is interesting for massive multiplayer games, that are inher-
ently distributed. Indeed, it opens new possibilities for other kinds
of games.

Teamwork has emerged as the paradigm for coordinating cooper-
ative agents in dynamic environments and it has been shown to
be capable of leading to flexible and robust behavior [Sycara and
Sukthankar 2006]. It has been applied to many domains, such as:
rescue disaster [Nair et al. 2000], militar combat [Hill et al. 1997]
[Jones et al. 1999], robocup soccer [Kaminka 1999] [Marsella et al.
1999] [Marsella et al. 2001], and collaboration between human and
agents [Scerri et al. 2003c]. Flexible teamwork, promoted by the
explicit team model, that defines commitments and responsabili-
ties for teammate, allows a robust coordination, keeping coherence
even with individuals faults and unpredictable changes in the envi-
ronment [Steven 2005].

Some theories have been proposed to formalize the behavior of a
group of agents to act as a team. Two of these theories have impor-
tant results for real problems. They are Joint Intentions [Levesque
et al. 1990] and Shared Plans [Grosz and Kraus 1996]. Both are
described through logic formalism, but with different approaches.
Joint Intentions focus on a team’s joint mental state, while Shared

1A cooperative effort realized for teammate to achieve a goal.

Plans focus on the agent’s intentions towards its collaborator’s ac-
tion or towards a group’s joint action.

Tools as STEAM [Tambe 1997] and Machinetta [Steven 2005]
had successful in many complex environments [Hill et al. 1997]
[Tambe and Zhang 1998] [Tambe and Zhang 2000] [Marsella et al.
2001] [Jones et al. 1999] [Pynadath and Tambe 2003] [Scerri et al.
2003a] [Schurr et al. 2005] [Scerri et al. 2003c] [Scerri et al. 2004]
[Chalupsky et al. 2001] [Scerri et al. 2001] [Scerri et al. 2003b]
[Yen et al. 2001]. The natural way would be to use some of
these tools to improve teamwork on bot’s development in computer
games. However, practical issues have pointed out for the devel-
opment of a new specialized tool. STEAM was developed using an
old version of SOAR [Laird et al. 1987], that made changes in its
language since than. Machinetta, that is a successor of STEAM, has
shown many limitations for the game domain.

The aim of this work is to promote social behavior for agents inside
computers games. The paradigm known in multi-agent systems as
teamwork is used to achieve this goal. In this context, a team is a
group of autonomous pro-active entities, with capability of reflec-
tion about their own abilities and the abilities of the group that share
a common goal.

This work also introduces TWProxy, a new tool that enables agents
to perform teamwork. TWProxy uses many of the good ideas from
Machinetta, avoiding some of its limitations and adding new fea-
tures. Thus, this article focuses on the development of TWProxy
and its usage on the development of team bots. Tests and evalua-
tion compare how good this new solution is.

The remainder of the paper is organized as follows: Section 2 shows
the main related work, Section 3 describes the environment pro-
vided by the game, Section 4 describes the features of TWProxy,
Section 5 presents tests and evaluation, and Section 6 concludes the
paper.

2 Related Work

In a teamwork problem, a group of agents acts coordinated, in a
cooperative way, to achieve a shared goal. The main difference
between classical coordination and teamwork is how to achieve a
shared goal. Classical coordination uses a set of pre-defined plans
to apply according to the situation. The teamwork extends the
classical coordination using cooperation and commitment between
agents, been applicable in other domains that are not the locker-
room agreements [Stone and Veloso 1998].

Theoretical works in agent teamwork [Levesque et al. 1990] [Grosz
and Kraus 1996] [Grosz and Kraus 1998] define some features
about team behavior. They describe what the agents need to share
in order to perform a teamwork: goals to achieve, plans to per-
form together, and knowledge about the environment. The agents
need to share their intentions to perform a plan in order to achieve
a common goal, the teammates need to be aware about their capa-
bilities and how to fill roles to perform the high level team plan.
They must be able to monitor their own progress and the group
progress toward team goals. Many systems have been developed
using the teamwork idea as team with human collaboration [Scerri
et al. 2003a], teams for disaster situation [Nair et al. 2000], and
teams for industry production line [Jennings 1995].

The formalism about Joint Intentions [Levesque et al. 1990] fo-
cuses on teammates’ joint mental states. A team jointly intends a
team action if team members are jointly committed to completing
such team action, while mutually believing that they were doing it
[Tambe 1997]. Joint Intentions assume that the agents are modeled
in a dynamic multi-agent environment, without complete or correct
beliefs about the world or other agents. They have changeable goals
and their actions may fail. Thus, the teammate jointly commits to
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make public the knowledge if a goal becomes achieved, impossible
to be reached, or irrelevant.

In contrast with Joint Intentions, the concept of SharedPlans [Grosz
and Kraus 1996] relies on a novel intentional attitude, intending-
that. An individual agent’s intending-that is directed toward its col-
laborator’s action or toward a group’s joint action. It is defined
via a set of axioms that guide an individual to take actions, in-
cluding communication actions, that either enable or facilitate its
teammates, subteam or team to perform the assigned tasks [Tambe
1997].

Based on these theories, important teamwork infrastructures have
been developed, like STEAM [Tambe 1997] and Machinetta [Steven
2005]. STEAM was developed to provide flexibility and reusabil-
ity of agent coordination through the use of a general model of
teamwork. Such model exploits the autonomous reasoning about
coordination and communication. Previous works had failed in ful-
filling responsibilities or in discovering unexpected opportunities,
once they had used precomputed coordination plans, which are in-
flexible. Indeed, they had been developed for a specific domain,
what hampers the reuse. STEAM is specially based on Joint Inten-
tions in order to make the basic building blocks of teamwork, and
it uses Shared Plans to avoid an agent undo the actions of another.

Machinetta is a proxy-based integration infrastructure where there
is a beneficial symbiotic relationship between the proxies and the
team members. The proxies provide teamwork models reusable
for heterogeneous entities. Machinetta provides each agent with
a proxy and the proxies act together in a team. The Machinetta
project was build over previous works like STEAM and TEAM-
CORE proxies [Pynadath and Tambe 2003]. The pair agent-proxy
execute Team-Oriented Programs(TOP) [Scerri et al. 2004], ab-
stract team plans that provide high-level description of the activities
to be performed. Such programs specify joint plans of the team, but
do not contain all of the required details of coordination and com-
munication. The team plans are reactively instantiated and they
allocate roles to capable agents.

3 The Environment

In this work, the case study is Unreal Tournament 2004 (UT2004),
a multiplayer First-Person Shooter(FPS) game. The classical team-
based game type Capture The Flag was chosen to evaluate the team
coherence, because it is easy to measure the results and simple to
identify the team behavior. The GameBOTs [Andrew Scholer 2000]
[Kaminka et al. 2002] project is used to communicate the developed
bot with the game.

The GameBOTs project works as an extended game control that en-
ables the character to be controlled via socket TCP. Thus, it is possi-
ble to develop agents to control characters using any language with
socket support. This modification offers four new gametypes, Re-
mote Team DeathMatch, Remote Capture The Flag, Remote Double
Domination and Remote Bombing Run, that can be used as environ-
ment to test bots. Using the remote connection, the bot has percep-
tion about the environment, similar to the human player. Figure 1
shows the way points seen by the bots.

The UT2004 game provides an environment with the following fea-
tures [Russel and Norving 2004]:

• partially observable - the agent, using its perception, can not
access all relevant environment states;

• stochastic - the next state of the environment is not com-
pletely determined by current state and actions selected by
the agents;

• nonepisodic - the quality of bot’s actions depends on its pre-
vious actions;

• dynamic - the environment state can change between the
agent’s perception and agent’s actions;

• continuous - the number of environment states is unlimited;

• multi-agent - there is cooperative and competitive interaction
between agents.

Figure 1: Waypoints seen by the bot.

When the bot is connected to the game, sensory information is re-
ceived through the socket connection and the agent can act by send-
ing commands to the game. This commands define the character
behavior inside the virtual world, controlling moves, attack, and
communication with other characters. The interaction between an
agent and UT2004 is realized through messages exchange. The per-
ception messages may be synchronous or asynchronous, and their
complete description can be found in [Andrew Scholer 2000].

The synchronous messages arrive in batch, with a configurable in-
terval. They are formed by visual information and the state of the
agent. The asynchronous messages indicate events occurred in the
environment. This events may be a damage taken, hit an obstacle,
broadcast message from another agent, and other information about
the game.

Actions performed by the characters are results of commands sent
by the agent. An important issue about this is that the commands
have persistent effects, it means that a move command will execute
until the bot achieves a point or until it receives a new command
that conflict with the previous, like move in another direction. Thus,
the command scheme is near to human interface, where the human
player need release a mouse button to stop the attack.

4 TWProxy

In order to meet the requirements for the development of teams of
agents in the games domain, this work introduces the TWProxy, a
new lightweight and efficient infrastructure to provide coordination
to teams of heterogeneous agents. The TWProxy is based on the
Joint Intentions [Levesque et al. 1990] formalism and it is inspired
on Machinetta, adding new important features, including: (i) a sim-
ple and extensible language to describe plans and beliefs, (ii) atomic
communication between agents, (iii) reuse of terminated plans, and
(iv) plans that are invariant to the number of agents.

In our approach, summarized in Figure 2, each agent is related to
a proxy that performs the communication and the multi-agent plan-
ning. The team coordination is achieved using role allocation. Each
proxy knows about the capabilities of other teammates and when
plan preconditions are achieved, and roles are assigned according
the current plan. When the plan postconditions are achieved, the
teammate can release the role. The proxy does not tell how to ex-
ecute the role, it just deliberates about what to do. Because of the
high-level coordination, a flexible teamwork is possible, leaving the
details about role execution with the agent.

The model about role allocation is similar to the common team-
work in the real world. When people need to execute some action
together, they usually divide the task in subtasks that each one can
perform. In the real world, people also use the role allocation to
coordinate actions. Thus, the responsibility is distributed, and if
there exists commitment between the teammates, the entire group
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Figure 2: Teamwork model based on proxy.

Figure 3: TWProxy organization.

acts consistently.

TWProxy also provides the functionality of distributed blackboard
because it keeps the shared beliefs consistent. This belief reposi-
tory helps the agents to take a decision. Due to the environment to
be partially observable, the agents have sensory restrictions. There-
fore, the TWProxy can store some shared information that is not
directly sensed by the agent.

Figure 3 shows the TWProxy internal organization. Link 1 indi-
cates that information from the agent can update the knowledge
base. The set of beliefs can be used by the planner (link 2) that
can deliberate about role allocation(link 3 and 4). Information from
other proxies can update the set of beliefs (link 5) and an agent can
share information using the TWProxy(link 6).

4.1 Describing Plan and Beliefs.

The initial agent beliefs and its plans are stored in a structured file
described with the language shown in listing 1. This file contains
agent beliefs about: capabilities, team composition and the specific
domain. It also describes the roles and the high-level team plan.

Teams of Agent-proxy pairs execute Team-Oriented Programs
(TOPs) [Scerri et al. 2004]. These TOPs specify the joint plans
of the team, and the inter-dependencies between those plans, but do
not contain all the required details of coordination and communica-
tion.

Listing 1: Grammar of the description language
<blf> ::= <block> |

<block> <blf>

<block> ::= "belief" <belief_block> |
"role" <role_block> |
"plan" <plan_block>

<belief_block> ::= <id> "{" <inside_belief> "}"

<inside_belief> ::= <attr_value> |
<attr_value> <inside_belief>

<attr_value> ::= <id> ":" <value> ";"

<value> ::= <id> |
<id> "," <values> |
<number> |
<number> "," <value> |
"true" |
"false"

<role_block> ::= <id> "{" <inside_role> "}"

<inside_role> ::= <attr_value> |
<attr_value> <inside_role>

<plan_block> ::= <id> "{" <inside_plan> "}"

<inside_plan> ::= "roles" ":" <role_values> ";"
<pre_block> <post_block>

<role_values> ::= <id> |
<id> "," <role_values> |
<id> "+" |
<id> "+" <role_values>

<pre_block> ::= "precondition" "{" <expr> "}"

<post_block> ::= "postcondition" "{" <expr> "}"

<expr> ::= "(" <expr> ")" |
<id> "." <id> <comp> <number> |
<id> "." <id> <comp> <id> "." <id> |
<id> "." <id> <comp> "true" |
<id> "." <id> <comp> "false" |
<expr> "|" <expr> |
<expr> "&" <expr>

<id> ::= "[a-zA-Z][a-zA-Z_0-9]*"

<number> ::= "[+-]?[0-9]+|[+-]?[0-9]+\.[0-9]+"

<comp> ::= "==" | "!=" | "<" | "<=" | ">" | ">="

Listing 2,3,4,5 and 6 show examples of different parts of the beliefs
file for the Capture The Flag domain. Listing 2 defines that the
agent agent001 can perform the role CTFProtectTheBase if it is not
executing another role.

Listing 2: An example about capability belief
belief capability_agent001_CTFProtectTheBase {

type: capability;
rapId: agent001;
load: 100;
roleId: CTFProtectTheBase;

}

Listing 3 shows the belief about the team composition, and in this
case also describes that agents should communicate with a peer to
peer connection.

Listing 3: An example about team composition
belief teamComposition {

type: teamComposition;
members: agent001, agent002, agent003;
myself: agent001;
agent001_host: localhost;
agent002_host: localhost;
agent003_host: localhost;
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agent001_port1: 6001;
agent002_port1: 6002;
agent003_port1: 6003;
agent001_port2: 7001;
agent002_port2: 7002;
agent003_port2: 7003;

}

The domain specific belief is also described in the beliefs file, as
shown in listing 4. The belief contents is flexible to describe new
properties, because the new attributes are handled dynamically.

Listing 4: An example about domain specific belief
belief flag_enemy{

type: flag;
owner: enemy;
have: false;

}

belief flag_friend{
type: flag;
owner: friend;
have: true;

}

It is possible to define meta-information about role allocation. In
the example of listing 5, priority helps to solve allocation conflicts,
before defines actions to execute before allocation, and preference
defines who should receive this role. These parameters of the meta-
information should be handled through inheritances of base classes
in the TWProxy, otherwise, just priority has effect.

Listing 5: A role example
role CTFRecoverMyFlag {

priority: 3;
before: getAllRapPosition;
preference: nearToTheEnemyBase;

}

Listing 6 shows an example of a plan for the Capture The Flag con-
text. When a team has its flag and it does not have the enemy flag,
plan p1 is activated launching a role allocation process. This plan
specifies two roles to be allocated, CTFProtectTheBase and CTF-
CaptureTheFlag, where the second is flexible for more than one
allocation, it is indicated by signal + in the end of the role’s name.
If a team has four free agents, one performs CTFProtectTheBase,
while three execute CTFCaptureTheFlag.

Listing 6: A plan example
plan p1{

roles: CTFProtectTheBase, CTFCaptureTheFlag+;

precondition{
( flag_friend.have == true ) &
( flag_enemy.have == false )

}

postcondition {
( flag_friend.have == false ) |
( flag_enemy.have == true )

}
}

4.2 Communication

The inter-proxy communication assumes the usage of atomic com-
munication over a network without shared memory. To solve the
problem of atomic communication, TWProxy was developed over
a simple atomic broadcast layer. However, it is possible to extend
base classes to develop a new atomic broadcast layer. Thus, the
sharing beliefs is done by atomic broadcast [Défago et al. 2004],
and just the specific order messages(like to assign a role) is per-
formed via unicast.

Two communication channels are used by each instance of TW-
Proxy. The first channel is used to share knowledge and the second
is used to exchange information about role allocation. The mes-
sages sent through these channels are serialized objects that are re-
composed by a factory in the other side.

4.3 Planner

The TWProxy planner uses team leader to launch a new plan. The
first team leader is defined statically but it may be changed dynam-
ically at run-time. The usage of team leader avoids to solve conflict
problems in role allocation, saving time to react to the environment
changes. The team leader has updated beliefs and it can launch a
plan consistently, because everyone is committed to share relevant
information.

The planner is like a rule-based system. Every plan contains rules
to activate it (the preconditions) and to stop it (the postcondition).
These rules are checked using the current knowledge. Roles are
assigned in the activation of a plan, and in the stopping, the involved
agents can release their roles.

4.4 Agent Interface

Each individual agent is attached to a TWProxy forming a social
agent. The communication between the individual agent and the
TWProxy is defined by a flexible interface, allowing interaction with
several kind of agents.

The interface between proxy and agent is defined by a base class
that must be extended to implement this communication. Such in-
terface is based on message exchange and it can be adjusted to each
kind of agent. In a new domain, the interface with the agent is the
main modification needed. Thus, it is possible to make a team, to a
new domain, developing just the interface between agent and proxy,
and the team program. The individual agent does not need to have
social commitment, because the TWProxy does this for it.

5 Experiments and Evaluation

In our experiments, the agents have been developed using the
framework IAF [Monteiro and dos Santos 2007], that implements
a hybrid agent architecture [Monteiro 2005]. Such agents commu-
nicate with the game controlling a player. For these experiments
every agent has the same capabilities. Thus, just the teamwork is
different. In order to compare the TWProxy with another proxy, Ma-
chinetta is used, because of large number of successful applications
[Scerri et al. 2003a] [Schurr et al. 2005] [Scerri et al. 2003c] [Scerri
et al. 2004] [Chalupsky et al. 2001] [Scerri et al. 2001] [Scerri et al.
2003b].

A great concern in the teamwork problem is to avoid teamwork
inconsistency. In the Capture The Flag domain, a teamwork incon-
sistency may be the following: Given a team composed by agents
A, B and C, if either A or B are trying to recover a flag that was re-
covered by C, then the team is in an inconsistent state. Every team
in a dynamic environment will stay in a inconsistent state during
some period of time. The goal is to minimize inconsistency states.

The first step to develop a team is the modeling of the problem in
the multi-agent context. It is necessary to divide the team actions in
roles that will be performed by the agents. After that, it is possible
to develop, in the agent, the abilities to execute the roles. The next
step is the definition of knowledge and plans under Team-Oriented
Programs.

This work shows two kinds of experiments. The first measures the
time of teamwork inconsistency, evaluating the elapsed time be-
tween an important change in the environment and the team adop-
tion of a new strategy. The second kind of experiment are matches
that intend to show teamwork efficiency using the TWProxy, in or-
der to show that it is possible to use the multi-agent paradigm and
distributed artificial intelligence in the domain of modern games.

In the experiment of the time of teamwork inconsistency, agents
send a sequence of changes about the environment, and the time
of team reaction using TWProxy and Machinetta is calculated. The
battle experiments play Capture The Flag where one team uses TW-
Proxy and the other team uses Machinetta, self game BOTS or hu-
man players.

In the battle, the game UT2004 is used to provide the Capture The
Flag gameplay. Thus, it is possible to evaluate the team actions,
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Figure 4: Time of Teamwork Inconsistency - TWProxy.

because it is easy to see which role the agent is performing, and it
is also possible to measure the teamwork efficiency using the game
score.

The team, that plays Capture The Flag using the TWProxy, has just
four plans, that are activated when the state of a flag changes. Such
plans generate the following team behavior:

1. when a team has its own flag but it has not the enemy’s flag,
someone needs to protect the base while others go to capture
the enemy’s flag;

2. when a team has both, its own and the enemy’s flag, all agents
must go back to their base;

3. when a team does not have its own flag but it has the enemy’s
flag, the agent that has the enemy’s flag must go back to its
base and the others should recover the team’s flag;

4. when the team has no flags, every agent must search any flag.

The Machinetta proxy showed some limitations in the experiments,
and a critical problem for this context was the impossibility to reuse
a terminated plan. Thus, it was necessary to create many redundant
plans to keep the bots playing the game. Other problem was the
memory and the CPU usage, being impracticable to apply in a real
game. However, Machinetta has many successful applications, be-
ing interest for comparison purposes, as will be shown in the next
section.

5.1 Evaluating Time of Teamwork Inconsistency

The experiment about time of Teamwork Inconsistency(TTI) in-
tended to evaluate the ability of TWProxy to react in (soft) real-time
to environment changes. In order to compare its performance, Ma-
chinetta was exposed to the same situation. A group of three agents
was updating their beliefs about the flag status, and an external en-
tity was listening the communication between agents and proxies.
Therefore, this external entity was computing the time between the
environment change and the role allocation to the whole team.

The sequence of environment changes was the same for Machinetta
and TWProxy. It was composed by 23 updates and it represented a
whole match. Each proxy played 40 matches, in order to get a
general behavior of the TTI. This experiment was performed in a
single machine. For this reason, the network latency did not appear
in the results.

The results shown in Table 1 describe the mean(µ) and the stan-
dard deviation(σ) of the experiments set. The measure unit is mil-
liseconds and the time represents the total time between a new
belief received and the modification of the strategy. TWProxy, in
this experiment, achieved a mean of 3.9ms, while Machinetta got
12182.40ms. In other words, TWProxy was more than three thou-
sand times faster than Machinetta to reach a consistent state. The

Figure 5: Time of Teamwork Inconsistency - Machinetta.

Table 1: Mean and standart deviation of experiment.
- Elapsed time(ms)
- µ σ

TWProxy 3.9 0.79
Machinetta 12182.40 7159.01

standard deviation shows how stable TWProxy execution was com-
paring with Machinetta.

Table 2 presents an example of values of TTI for one match. In
this table it is possible to see the difference of magnitude between
TWProxy and Machinetta. Figures 4 and 5 show the same example
of Table 2 in a graphical format , in order to show the stability of
the TWProxy in this application. It is important to say that these
graphics are in different scales in an effort to compare the data dis-
persion.

The performance and stability of TWProxy against Machinetta was
the main result from this experiment. In the midst of this circum-
stance, Machinetta also presented a high usage of memory (more
than 100MB per proxy), making it difficult to use in modern games.
TWProxy, in these experiments, did not use more than 1.6MB of
memory. The key of these results relies on the kind of applica-
tions for which Machinetta was designed. While TWProxy design
was concerned in achieve real-time requirements, Machinetta was
originally developed to allow humans to participate in teams with
artificial agents. Several points may explain this efficiency, includ-
ing: the usage of C++ instead of Java; optimization in access to
the beliefs; and mainly the fewest conflicts to resolve, because the
communication with atomic broadcast guarantees the total order of
message and the usage of team leader avoids the role allocation
conflict.

5.2 Teamwork Efficiency

The second kind of experiment evaluates the teamwork efficiency
using the gameplay Capture The Flag. Each experiment spent 15
minutes and it was played in order to assess different aspects. The
first experiment evaluates TWProxy’s efficiency against Machinetta
using the same agents in a battle, but with different proxies. The
second experiment was composed by battles between a team using
the TWProxy and the default bots from UT2004. The third experi-
ment shows a battle between a team with TWProxy and an human
team.

5.2.1 TWProxy-Team vs Machinetta-Team

The aim of this experiment is to assess how better can a team’s ef-
ficiency be by changing just the proxy that provides the teamwork.
Both teams had the same agents and they used the same strategy,
the only difference was the teamwork proxy. Figure 6 shows the
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Table 2: An example of TTIs measured in one match played by
TWProxy and Machinetta.

Interaction Elapsed time(ms)
- TWProxy Machinetta

01 4 5838
02 5 13307
03 3 3360
04 3 17463
05 4 13256
06 3 12369
07 3 10497
08 4 13358
09 3 14211
10 4 13212
11 4 18211
12 5 17195
13 4 15251
14 4 15138
15 3 9337
16 3 15262
17 4 16251
18 3 15299
19 4 22208
20 4 18207
21 3 23274
22 5 8248
23 4 11264

result of a match, in which the team using TWProxy won but the
game was very disputed with just two points of difference. The in-
dividual agents using Machinetta had higher score than those using
TWProxy, however, the effort of the team should precedence over
individual actions. The key point is that the best for the team is not
necessarily the best for each individual.

5.2.2 TWProxy-Team vs UT2004-Team

An important point in the use of multi-agent teamwork in modern
games is to decide if it is possible to use distributed artificial intel-
ligence in a domain in which nowadays the centralized solution is
simpler. The centralized solution can access the full state of game
and decide the best to do. However, in a distributed approach, the
full state is not accessible, and each entity needs to cooperate in an
effort to coordinate their actions. Thus, this experiment confronts
these two approaches, the distributed versus the centralized.

The battle was composed by bots from UT2004 in their default skill
level and agents using the TWProxy. Figure 7 is a example of re-
sult in this experiment. The difference in scores was very high in
favor of the team with the TWProxy, both individually and in team.
Therefore, it shows the possibility of usage of the distributed ap-
proach which also creates a new possibility of gameplay.

5.2.3 TWProxy-Team vs Human-Team

The last experiment aims to evaluate the team coherence, putting
the team with TWProxy against a human-team. A human-team has
the ability to explore some coherence fault in a team of bots. For
this reason, this experiment was interesting.

Although the agents were using a static set of strategies, the human-
team failed to explore any teamwork inconsistency. The battle was
very disputed even though the human players had average skill in
First Person Shooter. Figure 8 shows the result of a match between
TWProxy-Team and Human-Team, where the balance can be seen.

6 Conclusion

This work shows that it is possible to overcome the deficiencies
about social behavior in team-based games using the teamwork ap-
proach. With this purpose, this work presents TWProxy, a team

Figure 6: Results of a Capture The Flag match between TWProxy-
Team and Machinetta-Team.

Figure 7: Results of a Capture The Flag battle between TWProxy-
Team and UT2004Bots-Team.

Figure 8: Results of a Capture The Flag match between TWProxy-
Team and Human-Team.
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proxy for dynamic environment with real-time requirements. In or-
der to evaluate TWProxy, teams using it were developed, and the
agents acted coherently as a team, without to use a central con-
trol. Such application creates new possibilities in the gameplay,
specially in distributed games like massive multiplayer online.

Using TWProxy the group activities are described by a high-level
team-oriented programming language, giving more flexibility and
autonomy to the team to perform a task. Besides that, agents have
a distributed blackboard provided by TWProxy, due to the mainte-
nance of beliefs between proxies. The belief description language
is also extensible, being able to use in several domains.

The experiments show that it is feasible to use a distributed ap-
proach and also the advantages of TWProxy face to Machinetta.
Indeed, the experiments have shown the limitations of Machinetta
for this specific domain. TWProxy had good results in these exper-
iments, showing its stability and efficiency. Besides, TWProxy has
new important features to team composition, like reuse of plans,
easy and extensible language to describe team plan, atomic com-
munication, invariant plans to the number of agents, and extensi-
bility in role allocation using knowledge from a specific domain.
TWProxy is also more lightweight than Machinetta. In the matches
experiments, it is possible to conclude that: less time of team incon-
sistency gives better performance to a group; a distributed approach
is feasible and its performance is comparable to team centralized
control; and it is feasible to keep the team coherence making be-
lievable teams.
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